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Relational reasoning, or the ability to discern meaningful patterns within a stream of information, is a
critical cognitive ability associated with academic and professional success. Importantly, relational
reasoning has been described as taking multiple forms, depending on the type of higher order relations
being drawn between and among concepts. However, the reliable and valid measurement of such a
multidimensional construct of relational reasoning has been elusive. The Test of Relational Reasoning
(TORR) was designed to tap 4 forms of relational reasoning (i.e., analogy, anomaly, antinomy, and
antithesis). In this investigation, the TORR was calibrated and scored using multidimensional item
response theory in a large, representative undergraduate sample. The bifactor model was identified as the
best-fitting model, and used to estimate item parameters and construct reliability. To improve the
usefulness of the TORR to educators, scaled scores were also calculated and presented.
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mapped within an informational set: analogy, anomaly, antinomy,
and antithesis (e.g., Alexander & Disciplined Reading and Learning Research Laboratory, 2012; Alexander, Dumas, Grossnickle,
List, & Firetto, 2016; Dumas et al., 2013). To be more precise, if
a higher order pattern of similarity can be mapped between concepts, the form of relational reasoning at work is termed analogy
(Holyoak, 2012). By comparison, if an identified relation is perceived as a digression or deviation from a typical pattern, an
anomaly is confirmed (Chinn & Brewer, 1993). In contrast, if two
or more mutually exclusive sets can be formed among pieces of
information, reasoning by antinomy is taking place (Dumas et al.,
2014). Finally, an antithesis requires the reversal of salient relations to form a truly oppositional pattern.
Moreover, the pervasiveness of relational reasoning, evidenced
by its presence in a range of academic domains and cognitive tasks
(Richland & McDonough, 2010), marks it as a metastrategy; that
is, a problem-solving process with widespread applicability (Alexander et al., 2016; Hofstadter, 2001). This applicability further
suggests that relational reasoning operates whether the information
is linguistic, graphic, numeric, or pictorial, and whether the task is
more schooled or crystallized or more novel or fluid in form.

Relational reasoning has been characterized as the ability to
discern meaningful patterns within any informational stream (Alexander & Disciplined Reading and Learning Research Laboratory, 2012; Bassok, Dunbar, & Holyoak, 2012; Dumas, Alexander,
& Grossnickle, 2013). Moreover, this ability to detect a meaningful pattern within seemingly unrelated information, as well as to
derive overarching patterns from sets of relations from different
domains, is fundamental to human cognitive functioning (e.g.,
Krawczyk, 2012) and learning (e.g., Richland, Zur, & Holyoak,
2007). Relational reasoning has been empirically linked to academic achievement in various domains, such as reading (Ehri,
Satlow, & Gaskins, 2009), chemistry (Trey & Khan, 2008), mathematics (DeWolf, Bassok, & Holyoak, 2015), engineering (Vargas
Hernandez, Schmidt, & Okudan, 2013), and medicine (Dumas,
Alexander, Baker, Jablansky, & Dunbar, 2014). Given its significance to human learning and performance, relational reasoning
and its effective measurement are of burgeoning interest to researchers in neuroscience, education, and psychology, alike (Dumas et al., 2013; Krawczyk, 2012; Kumar, Cervesato, & Gonzalez,
2014).
Because relational reasoning broadly encompasses the mapping
of patterns between and among pieces of information, it can be
described as a general and multidimensional cognitive ability that
manifests differently, depending on the relations perceived within
the information at hand. Researchers have posited at least four
forms of relational reasoning representing foundational patterns

Guiding Postulations
This conceptualization of relational reasoning logically leads to
three main postulations about the creation of a measure of relational reasoning with maximum utility for research and practice:
(a) a measure of relational reasoning should explicitly tap multiple
forms of the construct; (b) that measure should not be duly influenced by knowledge pertinent to any specific academic domain or
cognitive ability outside the realm of relational reasoning; and (c)
the amount of crystallized knowledge required to respond to the
items should be limited to avoid extraneous factors.
The first postulation, explicitly tapping multiple forms of the
construct, is necessary because a student could hypothetically be
strong at one form of the relational reasoning (e.g., anomaly), but
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weak at another form (e.g., antithesis). Thus, to more fully and
accurately assess relational reasoning ability, it would seem essential to measure multiple manifestations, including those forms that
require identification not only of similarity (e.g., analogy) but also
of dissimilarity (e.g., anomaly), opposition (e.g., antithesis), and
even exclusivity (e.g., antinomy; Cattell, 1940; James, 1890;
Spearman, 1927). Also, without measuring multiple forms of relational reasoning, there would be no way to statistically isolate
individuals’ overall relational reasoning capacity from their skill at
a specific form of the construct, especially some form that may
have potentially been embedded within educational experiences, if
not directly taught (e.g., analogical reasoning). The second postulation guiding the full and accurate assessment of relational reasoning points to the need to ensure that respondents’ knowledge in
one domain (e.g., reading, mathematics, history) does not unduly
influence the ability to isolate the mental processes that are expected to drive pattern identification. Thus, it would be essential to
construct a measure that either accounted for any domain-specific
influences or that was sufficiently generic in its content so to avoid
such influences.
In a similar vein, a measure of relational reasoning should focus
on the assessment of pattern recognition under more novel and less
schooled or practiced circumstances. This condition seems especially important if the test is to gauge respondents’ ability to
discern patterns of various forms in situ rather than to recall said
patterns from memory or to rely on well-rehearsed responses.
Although it may be impossible to isolate relational reasoning
entirely from prior knowledge or experiences, it should be the goal
of the assessment to reduce those influences to whatever extent
possible.

Trends in the Measurement of Relational Reasoning
In a recently published systematic literature review, Dumas et
al. (2013) noted several critical trends in the measurement of
relational reasoning. For one, these researchers concluded that,
despite the growing interest in and documented role of relational
reasoning to learning and cognitive performance, its measurement
has been historically problematic. In effect, even though the definitions of relational reasoning that populate the literature speak
broadly to individuals’ ability to discern patterns within any informational stream, the measures of this construct have focused
almost exclusively on one form: analogical reasoning (e.g., Cho,
Holyoak, & Cannon, 2007). Thus, the presumed multidimensional
character of relational reasoning has not been well served by the
approaches to assessment taken.
For those measures that have constrained the measurement of
relational reasoning to analogy items, two forms have appeared
with regularity. First, there are those items that follow classical
analogy format A:B::C:D and that are often comprised of linguistic
content (e.g., bird: fly::fish:swim), although other content (e.g.,
attribute blocks: White & Alexander, 1986; scene analogies: Richland, Morrison, & Holyoak, 2006) has been used. The use of
linguistic content in such measures raises concern over the potential influence of vocabulary knowledge (Hein, Reich, Thuma, &
Grigorenko, 2014) in performance outcomes discussed in the second postulation.
The other commonly used format in the measurement of analogical reasoning is matrix analogies such as those that comprise

the Raven’s Progressive Matrices (RPM; Raven, 1941). Because
Raven (1941) conceptualized intelligence principally as the ability
to identify and reason with higher order relations, the RPM has
been historically treated, and continues to be used, as a measure of
fluid intelligence (e.g., Spironelli, Segrè, Stegagno, & Angrilli,
2014). Within the neuroscience research on relational reasoning,
items from the RPM are often measures of choice (Krawczyk,
2012). Although the frequent use of the RPM allows for the
examination of relational reasoning in more novel or fluid contexts, it still restricts assessment to one dimension of the multidimensional construct.
Although the bulk of the assessment of relational reasoning in
the research literature has focused on analogical reasoning, each of
the remaining forms has been measured to some extent. For
example, anomaly has been measured using both verbal and nonverbal problem sets, frequently in the domain of science (Chinn &
Brewer, 1993; Weber & Lavric, 2008). Antinomy has also been
assessed using various sorting and categorization tasks, including
card games (e.g., Shuwairi, Bainbridge, & Murphy, 2014); and
antithesis has been measured using refutation texts, as well as
selected-response verbal opposite problems (e.g., Baker, Friedman, & Leslie, 2010). However, crucially, none of the measurement of these forms of relational reasoning has been undertaken in
the same assessment context to tap the multidimensional construct
of relational reasoning theoretically underlying each of these specific abilities.
In sum, the aforementioned trends in relational reasoning measurement demonstrate the need for a psychometrically sound assessment that is not only multidimensional in form (Postulation 1),
but one that also reduces extraneous influences (Postulation 2) and
opens the door for the assessment of fluid cognitive ability (Postulation 3).

The Test of Relational Reasoning
To address the gaps just overviewed, the Test of Relational
Reasoning (TORR) was developed (Alexander, 2012) and validated (Alexander et al., 2016). The TORR has 32 visuospatial
items, organized in four scales of eight items and corresponding to
the four forms of relational reasoning. Besides the 32 scored
TORR items, each scale of the TORR also includes two sample
items designed to familiarize participants with the format of the
items before they attempt the scored items. The sample items for
each scale are displayed in Figure 1a⫺d. It should be noted that
because their role was to familiarize respondents with the target
process (e.g., antinomous reasoning), the sample items were designed to relatively easy to answer. For example, Figure 1a depicts
an example analogy item, created in the matrix analogy format
similar to those on the RPM and other nonverbal reasoning tests
(Naglieri & Insko, 1986; Raven, 1941). In this particular item,
participants must discern the pattern of changing shapes and interior dots. The correct answer to this item is A, because the pattern
requires a triangle with three interior dots to be selected.
Figure 1b depicts a sample anomaly item, in which each of the
figures except answer Choice D has one fewer horizontal than
vertical line. So, the relation between the horizontal and vertical
lines for Choice D differs from those for the other choices, marking it as the anomaly. Figure 1c is a sample antinomy item, in
which a the participant is instructed to select the set that could
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Figure 1. Sample items from the Test of Relational Reasoning for the Analogy, Anomaly, Antinomy, and
Antithesis Scales. Sample analogy item (a). Sample anomaly item (b). Sample antinomy item (c). Sample
antithesis item (d).

never have an object in common with the given set. Because the
given set contains only gray shapes, and answer Choice D contains
only dotted shapes, Set D is antinomous, or mutually exclusive
with the given set. Finally, Figure 1d is a sample antithesis item in
which the given process shows white squares doubling in number
and becoming filled in. Therefore, the opposite of this process is
dark squares halving in number and losing their fill, a process that
is found in answer Choice C.
For various reasons, relational reasoning, as operationalized by
the TORR, stands as an indicator of more fluid reasoning or
intellectual ability. For one, the TORR was created using novel
graphical arrays, as opposed to linguistic or pictorial symbols

associated more with prior or crystallized knowledge. For another,
the TORR was expressly devised to gauge respondents’ ability to
discern relational patterns within such novel graphical arrays. As
such, it appears closely aligned to a traditional definition of fluid
intelligence, or gf, which Cattell (1987) defined as the ability “to
perceive relations in completely new material” (p. 298). Carroll
(1993) also drew attention to the necessity of relational reasoning
in his discussion of fluid cognitive abilities, but added the caveat
that a specific visuospatial ability may also play a role in tests that
are graphical in nature. More recently, in his review of the structure of cognitive abilities, McGrew (2009) also explicitly included
the ability to identify relations in an attribute of fluid intelligence.
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Importantly, relational reasoning, as operationalized by the
TORR, is an inherently higher order or generalized construct. This
means that any individual item created to measure relational reasoning must be created within one or more forms of the construct
(e.g., analogy, anomaly, antinomy, antithesis). Therefore, a participant’s general relational reasoning ability can only be discerned
through the administration of multiple types of items, each designed to tap particular forms of the construct. This conceptual
understanding of relational reasoning also highlights the need for
multidimensional item response theory (MIRT) models in TORR
calibration, because a generalized relational reasoning factor, separate from the specific factors associated with success on each
scale, is of interest. For these reasons, a MIRT calibration of the
TORR was undertaken in this study.

TORR Calibration
This investigation had five principal goals. The first was to
calculate classical test theory (CTT) statistics associated with each
item of the TORR, and to replicate the previous finding that the
TORR functions reliably from a CTT perspective (Alexander et
al., 2016). The second was to systematically compare multiple
theoretically plausible MIRT models and to identify the bestfitting model. Third, the best-fitting model was used to calibrate
the TORR and produce item parameter estimates, as well as test
characteristic and information functions. Fourth, the construct reliability of relational reasoning as assessed by the TORR was
examined. And, finally, because the usability of the TORR is not
only dependent on the rigorousness of its calibration but also on
the interpretability of its scores, MIRT-generated factor scores
were scaled onto an easily interpretable metric so to support the
inferences that practitioners can draw from TORR scores.

Method
Participants
Participants were 1,379 undergraduate students enrolled at a
large public research university in the mid-Atlantic region of the
United States. The sample was representative of the full university
population in terms of the gender, ethnicity, language background,
major, and year in school. The resulting demographic information
is displayed in Table 1 for the sample, as well as the university
population, along with corresponding chi-square tests for representativeness. Additionally, students ranged in age from 17⫺26
years (Mage ⫽ 21.34 years, SD ⫽ 1.96). A one-sample t test was
used to confirm that this mean did not differ significantly from the
university-reported mean age of 21.0 years, t(1378) ⫽ 1.06, p ⫽
.28. Moreover, students reported GPAs ranging from 1.5⫺4, on a
4-point scale (MGPA ⫽ 2.81, SD ⫽ 0.24).

Procedure
The sample was collected through direct communication with
instructors across the university, who received information about
the study as well as a link to the online version of the TORR to
disseminate to their students via email. In exchange for student
participation in this study, instructors agreed to offer extra course
credit. The online version of the TORR was powered by Qualtrics
(2014) survey software, and was programmed to present the scales
of the TORR (i.e., Analogy, Anomaly, Antinomy, and Antithesis)
in a randomized, counterbalanced order across participants. Consistent with previous research using the TORR (e.g., Alexander et
al., 2016), students could participate from any computer connected
to the Internet, but could not participate on a smartphone or tablet.

Table 1
Demographics and Representativeness of Sample
Group

N

Percentage
of sample

Percentage of
university population

Male
Female
White
African American/Black
Hispanic
Asian
Native American/Islander
Other
Prefer not to respond
English
Not English
Arts/humanities
Business
Social sciences
Natural sciences/mathematics
Engineering
Undecided undergraduate studies
Freshmen
Sophomore
Junior
Senior
More than 4 years

700
679
712
190
173
256
0
31
17
1204
175
126
116
450
290
214
183
122
265
355
398
239

50.76
49.23
51.71
13.77
12.54
18.56
0
2.24
1.23
87.31
12.69
9.13
8.41
32.63
21.02
15.52
13.27
8.84
19.21
25.74
28.86
17.33

53.49
46.51
52.22
12.82
9.21
15.94
0.12
9.69
n/a
86.21
13.79
11.23
10.44
25.63
21.61
14.82
16.27
12.59
21.19
25.86
27.95
12.41

Variable
Gender
Ethnicity

First language
Major domain

Level

Note.

n/a ⫽ not applicable.

2 test
2 (1) ⫽ .14, p ⫽ .70
2 (6) ⫽ 6.86, p ⫽ .33

2 (1) ⫽ .05, p ⫽ .82
2 (5) ⫽ 1.60, p ⫽ .91

2 (4) ⫽ 1.59, p ⫽ .81

TORR CALIBRATION

Additionally, students were permitted to take as much time as
needed to complete the TORR, with the average time being 29.61
min (SD ⫽ 7.32). No student took more than 50 min to complete
the measure. After students had completed the TORR, they provided demographic information, and logged out of the study website. To avoid redundant data, students enrolled in multiple courses
participating in this study were not permitted to retake the TORR,
but were offered an alternative extra credit assignment in that
course.
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Results for this investigation are presented in five stages: (a)
TORR scores description and CTT statistics computation; (b)
systematic comparison of four theoretically plausible MIRT models; (c) calibration of the TORR with the best-fitting model and
discussion of item parameters; (d) construct reliability of relational
reasoning; and (e) conversion between TORR summed score and
MIRT-based standardized ability estimates using the best-fitting
model.

Score Description
In this investigation, TORR scores exhibited a high level of
classical reliability (␣ ⫽ .84). This observed reliability was
slightly higher than in previously published work with the TORR
(i.e., ␣ ⫽ .81; Alexander et al., 2016), and especially high for a
graphically presented reasoning test, which tend to have lower
reliabilities than verbal measures (Senturk, Yeniceri, Alp, & AltanAtalay, 2014). The average TORR score in this sample was 16.98
(SD ⫽ 6.15) out of 32 possible, and the scores appear to be
approximately normally distributed (see Figure 2 for a histogram
of TORR scores.) Moreover, the average scores on the TORR
scales were as follows: Analogy (M ⫽ 3.89, SD ⫽ 2.19), Anomaly
(M ⫽ 4.22, SD ⫽ 2.04), Antinomy (M ⫽ 4.37, SD ⫽ 2.05), and
Antithesis (M ⫽ 4.48, SD ⫽ 1.96). Based on these data, no scale
was aberrant in terms of its average score. Moreover, the four
scales correlated significantly with one another, as well as with the
total TORR score. A full matrix of correlations among the TORR
scales is found in Table 2.

CTT Statistics
CTT statistics for each item on the TORR, including difficulty
and discrimination values, are found in Table 3. In terms of
classical difficulty, all TORR items fell between 0.3 and 0.8, with
15 of the 32 items being within a tenth of .50. This range of scores
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Figure 2. Frequency distribution of raw Test of Relational Reasoning
scores.

is widely considered ideal from a CTT perspective, because it
maximizes the variability in participant scores (Wainer & Thissen,
2001), and therefore maximizes the variance the measure has with
itself, and covariance it can potentially have with other related
measures. As a case in point, Anomaly 7 exhibited a classical
difficulty of .43, just 7 hundredths less than an ideal value of .50.
In terms of classical discrimination, nearly all TORR items displayed strong-to-moderate item total correlations, with only a
small minority of items displaying moderate or weak-to-moderate
item total correlations. This pattern of item total correlations shows
that, while each item is related to the total score, the total score is
not unduly aligned with any given item.

MIRT Model Comparison
Before MIRT item parameters can be generated, the dimensionality of the TORR must be systematically investigated to identify
the appropriate model with which to calibrate the test. Therefore,
a systematic comparison of three theoretically plausible models
was undertaken. The resulting conceptual diagrams for each of
these compared models are displayed in Figure 3a⫺c. Importantly,
each of these MIRT models was three-parameter logistic (3pl).
Therefore, discrimination, difficulty, and guessing parameters
were estimated for each item. Because the TORR is a selectedresponse test in which participants can potentially guess answers,
each parameter is potentially informative about the functioning of
a given item.
The first model compared was a unidimensional model (see
Figure 3a) in which a general relational reasoning factor loaded on

Table 2
Correlations Among TORR Scales

TORR
Analogy Scale
Anomaly Scale
Antinomy Scale
Antithesis Scale

TORR

Analogy Scale

Anomaly Scale

Antinomy Scale

Antithesis Scale

1.00
0.79ⴱ
0.78ⴱ
0.65ⴱ
0.76ⴱ

1.00
0.52ⴱ
0.32ⴱ
0.48ⴱ

1.00
0.33ⴱ
0.51ⴱ

1.00
0.30ⴱ

1.00

Note. TORR ⫽ Test of Relational Reasoning.
ⴱ
p ⬍ .01.
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Classical TORR Item Statistics

Subscale
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Analogy

Anomaly

Antinomy

Antithesis

Note.

Item

Difficulty
p

Full instrument
discrimination
item total
correlation

1
2
3
4
5
6
7
8
1
2
3
4
5
6
7
8
1
2
3
4
5
6
7
8
1
2
3
4
5
6
7
8

.51
.36
.67
.35
.64
.40
.58
.36
.57
.76
.43
.46
.63
.55
.43
.37
.76
.62
.47
.60
.55
.43
.39
.54
.32
.46
.79
.55
.37
.67
.60
.68

.44
.47
.43
.52
.39
.38
.40
.52
.31
.32
.44
.51
.47
.48
.44
.36
.25
.51
.41
.40
.34
.18
.31
.36
.38
.31
.37
.29
.53
.53
.47
.45

Scale-specific
discrimination
item scale
correlation
.52
.63
.53
.60
.56
.53
.55
.61
.45
.41
.56
.61
.58
.57
.53
.47
.57
.33
.70
.67
.56
.54
.38
.48
.48
.41
.51
.50
.43
.65
.53
.56

TORR ⫽ Test of Relational Reasoning.

all 32 items. This model is the same as traditional 3pl item
response theory models that do not account for multidimensionality. If this model fit best, then the TORR could be described as a
unidimensional test in which all 32 items tap a single latent
relational reasoning ability. The second model that was fit to these
data was a correlated factor model (see Figure 3b), in which the
items from each TORR scale loaded on its own specific latent
ability, and these factors were free to covary. If this model were to
fit best, then the TORR could best be described as tapping four
distinct yet related abilities. As such, scoring would only validly
take place at the scale level, and students would be evaluated based
on their profile of analogical, anomalous, antinomous, and antithetical reasoning abilities, but not on their general relational
reasoning ability.
The third model that was fit to these data was a bifactor model
(see Figure 3c), in which a general relational reasoning factor
loaded directly on all 32 items and four specific factors (i.e.,
analogy, anomaly, antinomy, and antithesis) loaded on their corresponding scales. The bifactor model has the advantage of simultaneously modeling general relational reasoning ability as well as
accounting for the dependencies among scale items with specific
factors. As such, the bifactor model allows students to be assessed
in terms of their general relational reasoning ability, while also

supplying information on their profile of analogical, anomalous,
antinomous, and antithetical reasoning abilities. Moreover, because the general factor accounts for the covariance among the
specific factors, the specific factors are modeled orthogonally,
making their interpretation more straightforward (Rijmen, 2010).
It should be noted that all MIRT analysis in this investigation was
conducted using flexMIRT software (Cai, 2013) using the
expectation-maximization (EM) algorithm and priors of 2.0 for the
estimation of item parameters. Moreover, the supplemented EM
algorithm (Cai, 2008) was used for the calculation of standard
errors.
Comparison of fit. Relevant fit statistics corresponding to
each of our tested models are available in Table 4. Specifically, ⫺2loglikelihood, Akaike information criterion (AIC),
Bayesian information criterion (BIC), as well as the limited information root mean square error of approximation (RMSEA) and
M2ⴱ are available in this table. Because each of the statistics in
Table 4 is a measure of mis-fit, smaller values indicate better fit.
As indicated, the unidimensional model exhibited the worst fit in
terms of each of the available fit statistics. Because the correlated
factor model is nested within the unidimensional model, the difference in fit can be explicitly tested. The difference in these
models’ ⫺2loglikelihood was 643.43. At 6 degrees of freedom,
this chi-square value was significant at p less than .001. Therefore,
the multidimensional nature of the TORR must be accounted for in
an appropriate calibration model.
Although the correlated factor model fit significantly better than
the unidimensional model, it was not the best-fitting model of
those being compared. The bifactor model exhibited lower values
for the ⫺2loglikelihood, AIC, RMSEA, and M2ⴱ. The bifactor
model and the correlated factor model were not nested, therefore,
the difference in their fit cannot be explicitly tested using a
likelihood ratio test. However, visual inspection of the difference
in ⫺2loglikelihood between the correlated and bifactor models
showed a large reduction of 167.21 units. The AIC also favored the
bifactor model, with a reduction of 99.21 units from the correlated
factor model.
Interestingly, the BIC did not follow in step with the AIC.
Although typically these two fit statistics give converging results,
it is possible for them to disagree, especially in large sample
situations (Kuha, 2004). One potential reason for this disagreement
that is relevant to this investigation is that the BIC, like the AIC,
penalizes models for lack of parsimony, but unlike the AIC, the
BIC penalties for lack of parsimony increase with sample size
(Kuha, 2004; Vrieze, 2012). Therefore, in large sample size situations, the BIC is more sensitive to parsimony than the AIC. In this
study, the correlated factor model retained 34 more degrees of
freedom then the bifactor model did, making it more parsimonious.
In this case, the AIC—which favored the bifactor model—may be
a more reasonable fit statistic to use in decision making, because
it does not impose penalties for extra parameters due to a large
sample size.
Moreover, while the models compared in this investigation
are theoretically derived possibilities for explaining the relations among the TORR items, the “true” model of any phenomena may never be included in a set of possible or practical
measurement models to be compared. It has been by shown by
Vrieze (2012) that when the true model is known and included
in a set of models for selection (as in simulation research), the
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Figure 3. Theoretically plausible models systematically compared: unidimensional model (a); correlated factor
model (b); and bifactor model (c).

BIC consistently selects it from multiple possibilities. However,
when the true model is not known and therefore unlikely to be
precisely included in a set of possibilities—as is the case with
most applied psychometric investigations with real data—the
AIC is a potentially more trustworthy source of model fit

information. So, while the BIC favored the correlated factor
model for the reasons already discussed, the strength with
which it did so was relatively weak.
Following in step with the ⫺2logliklihood and AIC, the limited
information RMSEA also indicated that the bifactor model is best

DUMAS AND ALEXANDER
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Table 4
Fit Statistics for Model Comparison
Model

⫺2Loglikelihood

AIC

BIC

Limited information RMSEA

M2ⴱ

df

Unidimensional
Correlated factor
Bifactor

53,054.73
52,411.30
52,244.09

53,246.73
52,615.30
52,516.09

53,748.72
53,171.97
53,227.25

.065
.058
.052

2,323.65
1,798.16
1,664.04

432
426
392
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Note.

AIC ⫽ Akaike information criterion; BIC ⫽ Bayesian information criterion; RMSEA ⫽ root mean square error of approximation.

fitting. Moreover, the limited information M2ⴱ statistic, which was
specifically formulated for the MIRT context where fullinformation fit statistics are often not very meaningful (Cai &
Hansen, 2013), showed a strong preference for the bifactor model.
It should be noted that the M2ⴱ statistic presented in Table 4 was
calculated differently from the M2 statistic originally formulated
by Maydeu-Olivares and Joe (2006), because it incorporated a
dimensionality reduction, making it possible to be efficiently calculated for hierarchical MIRT models such as the bifactor model,
although its interpretation and use is similar. The observation that
the M2ⴱ statistic favored the bifactor model may be taken as strong
evidence that the bifactor model is the best-fitting model, because
the M2ⴱ was formulated specifically to reduce Type 1 error in
model selection for hierarchical MIRT models (Cai & Hansen,
2013).
The bifactor model was indicated as the model of best fit by
the ⫺2loglikelihood, AIC, RMSEA, and M2ⴱ. Therefore, based on
the available fit statistics, the bifactor model should be retained for
calibration. Further, the bifactor model corresponds more closely
to the theoretical structure of the construct of relational reasoning,
because it allows for the measurement of the general dimension
that is central in the relational reasoning literature (Dumas et al.,
2013). In contrast, the correlated factor model would provide
estimates of abilities corresponding to each scale, but no estimate
of general relational reasoning ability. Practically speaking as well,
a general relational reasoning score may be the most meaningful
for interpretation in the educational context, because it allows
practitioners a general understanding of a students’ relational reasoning ability, before getting into the student’s profile of abilities
with specific forms of relational reasoning.
It should be noted that the unidimensional model also provides
an estimate of general ability, because its single dimension loads
on all 32 TORR items. However, that general ability estimate
would contain error associated with the local dependencies among
items on each scale, negatively affecting the fit of the model and
the interpretation of its scores. In contrast, the bifactor model
allows for an estimation of a general ability separate from specific
abilities associated with success on each individual scale, resulting
in much better observed model data fit than the unidimensional
model. In this way, the bifactor model has the strengths of both the
unidimensional (i.e., general ability estimates are possible) and
four-dimensional models (i.e., dimensionality of the TORR is
accounted for, resulting in better fit), without the specific
drawbacks of each. For these theoretical reasons, as well as the
statistical evidence already examined, the bifactor model was
retained for calibration of the TORR, and used to produce item
parameters.

TORR Calibration
Results of the TORR calibration are presented in two parts: (a)
generated item parameters and (b) test and item information.
Item parameters. The TORR was calibrated using the bifactor model; item parameters produced are available in Table 5. In
Table 5, general dimension difficulty and discrimination, specific
dimension difficulty and discrimination, as well as the guessing
parameter that is shared between the general and specific dimensions, are available.
Guessing. As discussed, the guessing parameter is the lower
asymptote of an item’s characteristic curve, and represents the
probability of getting the item correct given that a participant has
very low ability. Because each TORR item has four answer
choices, an expected guessing parameter for each item would
logically be .25. However, most items (25 of 32) exhibited empirically derived guessing parameters that were lower than .25, suggesting that TORR items did not generally contain easily guessed
answers, and that it was not often possible for low-ability participants to narrow down their answer choices past the initially
available four.
In fact, some items exhibited very low guessing parameters
(e.g., Analogy 2 ⫽ .07) that imply low-ability participants were
actively selecting an incorrect answer choice, as opposed to randomly guessing among the four available options. Low guessing
parameters like these are often considered a positive finding (Chiu
& Camilli, 2013) because they imply the item answer choices are
written to correspond to common misconceptions or mistakes that
low-ability students are likely to make. Therefore, the item is
validly separating participants with low ability from those with
higher ability. In contrast, a minority of TORR items exhibited
relatively high guessing parameters (e.g., Anomaly 1 ⫽ .43),
which suggested that low-ability students were able to effectively
eliminate one or more of the possible answer choices. These
empirically derived guessing parameters illustrate the importance
of using a 3pl calibration model. Specifically, because the guessing
parameters were explicitly modeled, the observed fact that respondents were sometimes able to guess the correct answer to selected
response items despite having low ability, did not adversely impact
the other item parameters, or the reliability of measurements
arising from the fitted model.
Discrimination. Discrimination parameters refer to the slope
of an item’s characteristic curve at the inflection point, and conceptually describe an item’s ability to separate participants with
lower ability from those with higher. Importantly, the location of
the inflection point is calculated separately for each item using its
guessing parameter g, with the formula (1 ⫹ g)/2. Moreover,
discrimination parameters are linearly related to the item’s load-
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Table 5
MIRT Parameters for TORR Items Based on the Bifactor Model
General dimension parameters (SE)
Subscale
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Analogy

Anomaly

Antinomy

Antithesis

Note.

Specific dimension parameters (SE)

Item

Guessing

Discrimination

Difficulty

Discrimination

Difficulty

1
2
3
4
5
6
7
8
1
2
3
4
5
6
7
8
1
2
3
4
5
6
7
8
1
2
3
4
5
6
7
8

.23 (.04)
.07 (.02)
.28 (.04)
.09 (.02)
.20 (.05)
.22 (.03)
.28 (.04)
.09 (.02)
.43 (.02)
.20 (.08)
.17 (.03)
.12 (.02)
.11 (.03)
.11 (.04)
.17 (.03)
.20 (.03)
.21 (.05)
.55 (.02)
.13 (.01)
.24 (.02)
.17 (.04)
.13 (.03)
.24 (.04)
.24 (.05)
.13 (.03)
.22 (.04)
.41 (.06)
.20 (.05)
.31 (.01)
.17 (.03)
.25 (.04)
.18 (.05)

1.53 (0.28)
1.65 (0.15)
1.87 (0.34)
1.66 (0.26)
1.30 (0.30)
1.58 (0.33)
1.40 (0.37)
2.19 (0.60)
2.14 (0.34)
0.96 (0.16)
2.00 (0.30)
2.23 (0.34)
1.53 (0.18)
3.01 (0.60)
1.58 (0.31)
1.30 (0.28)
1.35 (0.23)
4.51 (0.58)
3.07 (0.52)
1.88 (0.48)
1.17 (0.29)
0.84 (0.12)
0.44 (0.25)
1.11 (0.26)
1.32 (0.30)
2.13 (0.37)
1.18 (0.20)
1.51 (0.21)
6.95 (0.78)
3.48 (0.49)
2.31 (0.35)
1.43 (0.40)

0.16 (0.02)
0.36 (0.04)
⫺0.52 (0.06)
0.48 (0.07)
⫺0.58 (0.07)
0.75 (0.09)
⫺0.07 (0.01)
0.37 (0.04)
0.71 (0.08)
⫺1.19 (0.18)
0.43 (0.06)
0.11 (0.01)
⫺0.65 (0.09)
⫺0.26 (0.03)
0.52 (0.06)
1.10 (0.13)
⫺1.47 (0.17)
1.54 (0.19)
0.11 (0.02)
⫺0.22 (0.02)
⫺0.08 (0.01)
0.81 (0.10)
3.03 (0.32)
0.48 (0.06)
1.23 (0.15)
0.65 (0.08)
⫺0.81 (0.10)
0.04 (0.01)
1.87 (0.16)
⫺0.55 (0.07)
⫺0.13 (0.02)
⫺0.70 (0.08)

0.45 (0.09)
1.03 (0.21)
0.35 (0.07)
0.84 (0.11)
1.24 (0.15)
0.81 (0.09)
1.89 (0.23)
1.08 (0.14)
0.20 (0.03)
0.64 (0.10)
0.96 (0.13)
0.20 (0.04)
0.80 (0.11)
2.88 (0.40)
0.24 (0.04)
0.20 (0.05)
1.54 (0.19)
1.75 (0.23)
3.39 (0.45)
3.12 (0.38)
0.94 (0.13)
0.89 (0.09)
0.68 (0.05)
0.93 (0.09)
0.90 (0.12)
0.47 (0.04)
1.46 (0.18)
1.41 (0.13)
0.79 (0.11)
2.37 (0.30)
0.73 (0.08)
0.87 (0.12)

0.54 (0.08)
0.57 (0.11)
⫺2.77 (0.36)
0.94 (0.17)
⫺0.61 (0.12)
1.46 (0.19)
⫺0.05 (0.04)
0.75 (0.10)
0.75 (0.20)
⫺1.78 (0.22)
0.89 (0.15)
1.22 (0.18)
⫺1.24 (0.19)
⫺0.27 (0.08)
3.42 (0.46)
0.71 (0.11)
⫺1.28 (0.16)
3.16 (0.39)
0.09 (0.02)
⫺0.13 (0.04)
⫺0.09 (0.03)
0.76 (0.12)
1.91 (0.23)
0.57 (0.08)
1.80 (0.22)
2.94 (0.36)
⫺0.65 (0.09)
0.04 (0.03)
0.16 (0.08)
⫺0.81 (0.10)
⫺0.41 (0.07)
⫺1.15 (0.14)

TORR ⫽ Test of Relational Reasoning.

ing—the more strongly an item loads on a given factor or dimension, the higher its discrimination parameter. In the bifactor model
used to calibrate the TORR, each item loaded on two factors: the
general and the specific. Therefore, each item had two discrimination parameters, one for each of the dimensions onto which it
loaded.
General dimension. Broadly, the TORR items tended to have
strong discrimination parameters in terms of general relational
reasoning ability. Indeed, 29 of the 32 items had discrimination
parameters stronger than one, 11 had discrimination parameters
stronger than two, and five items had discrimination parameters
stronger than three. These findings suggest that the TORR items
are strongly related to general relational reasoning ability, and that
the items are effective at separating those participants with low
relational reasoning ability from those with higher ability.
Specific dimension. For the majority (i.e., 25 of 32) of TORR
items, the discrimination parameter associated with the general
dimension was stronger than the parameter associated with the
specific dimension. This is by design, because the bifactor model
aims to account for the covariance among the items first with the
general factor, and the specific factors are mainly intended to
account for residual covariance and dependency among the items
on each specific scale.

Difficulty. Because each item of the TORR loaded on both the
general and the specific dimensions, two difficulty parameters
were also generated for each item. This is the result of taking into
account both items’ general and specific discrimination parameters
when interpreting the item’s intercept. Specifically, using an item
intercept c, and a particular discrimination parameter a, item
difficulty parameters b can be produced by calculating b ⫽ c/⫺a.
Therefore, dividing the item intercept separately by both of the
item’s discrimination parameters yields two difficulty parameters,
one corresponding to the general and another to the specific
dimension. In Table 5 presents both of these difficulty parameters.
Difficulty parameters correspond to the ability level a participant
needs to have greater than a certain probability of answering the
item correct. This certain probability corresponds to the inflection
point of an item’s item characteristic curve (ICC), and is calculated
separately for each item based its guessing parameter g using the
formula (1 ⫹g)/2. For example, for an item with a guessing
parameter of .25, the inflection point would be the location on the
theta dimension in which a participant has a greater than 62%
chance of answering the item correct. Difficulty parameters are
standardized, so using the previous example, a difficulty parameter
of zero would signify that, in order to have a greater than 62%
chance of answering that item correct, an average ability level was
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required. Positive difficulty parameters signify that greater than
average ability levels are required, and negative parameters signify
the opposite.
General dimension. Difficulty parameters of the TORR items
on the general relational reasoning dimension exhibited a healthy
spread, with a minimum of ⫺1.47 (Antinomy 1), and a maximum
of 3.03 (Antinomy 7). This finding suggests that TORR items are
variable in their difficulty and, as such, may produce a large
amount of variability among participants. Moreover, a large majority (i.e., 25 of 32) of the general dimension difficulty parameters
fell between ⫺1 and 1, suggesting that a large proportion of TORR
items require between 1 SD below and 1 SD above average general
relational reasoning ability to be correctly answered. This finding
is taken to be positive, because assessing the relational reasoning
ability of university students is a stated goal of TORR development, and most very low or very high difficulty parameters would
potentially call the appropriateness of the TORR for that population into question.
Specific dimension. For 25 of 32 TORR items, specific dimension difficulty parameters were more extreme than general dimension difficulty parameters. That is, were an item relatively difficult
in terms of general relational reasoning ability, typically it would
be even more difficult in terms of specific ability, and vice versa.
This finding logically follows from the discussed finding that most
items had stronger discriminations on the general dimension, because discrimination parameters form the denominator of the formula for difficulty parameters.
Characteristic curves. As mentioned, each of these item parameters can be visually inspected using ICC. It should be noted
that because the calibration model used in this investigation is
multidimensional, including each of the dimensions in the model
would yield multidimensional item characteristic surfaces. However, because the general relational reasoning factor is of principal
interest here, and to ease the visual interpretation of the data, we

present unidimensional curves that solely focus on the general
relational reasoning dimension. An example ICC from a prototypical item (i.e., Anomaly 7) is shown in Figure 4. Here, the curve
labeled “1” represents the probability of a participant getting the
item correct, and the curve labeled “0” represents the probability of
getting the item incorrect. Focusing on the curve labeled “1,” the
guessing parameter (.17) appears as the lower asymptote and the
inflection point is the probability of 58% for getting the item
correct. The difficulty parameter (.52) is the location of the inflection point on the theta axis, and the discrimination (1.58) is the
slope or first derivative of the ICC at the inflection point.
Taking into account the parameters of all 32 TORR items, a test
characteristic curve (TCC) can be constructed to describe the
expected TORR score of a participant, given that person’s general
relational reasoning ability level. The TCC for the general dimension of the TORR appears in Figure 5. Interestingly, the TCC rises
steeply after a theta level of zero, implying the TORR as a measure
is effective at discriminating between participants who have average relational reasoning ability and those who have above average.
Information. Just as with the ICC, the item information function (IIF) pertaining to the general relational reasoning dimension
is available for the prototypical item, Anomaly 7 (see Figure 4). As
can be seen, the item provides the greatest amount of information
about a participant whose ability level matches the item’s difficulty parameter, and the amount of information is related to the
discrimination of the item. The IIF’s of each TORR item can be
summed to produce the test information function (TIF) (see Figure
5). The TIF for the TORR shows that highest attained information
(29.20) is found at a theta level of approximately 0.8. This finding
suggests that measurement of general relational reasoning ability
was most informative and, therefore, contained the least error,
when participants were approximately 0.8 SD above the mean
ability level. Also in Figure 5 is the standard error of measurement
curve, which is the inverse of the information function. The
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Figure 4. Item characteristic curve (a) and item information function (b) for Anomaly 7 pertaining to the
general relational reasoning dimension of the Test of Relational Reasoning.
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Figure 5. Test characteristic curve (a), test information function (b), and conditional standard error of measurement
curve (c) pertaining to the general relational reasoning dimension of the Test of Relational Reasoning.

maximum information value attained by the TORR (i.e., 29.20) is
high for a visuospatial test (Vock & Holling, 2008).

Construct Reliability
Another principal method for quantifying the stability or reproducibility of a latent ability is through its construct reliability. Construct
reliability can be calculated via coefficient H (Hancock & Mueller,
2001). Coefficient H is a widely used measure of construct reliability,
and can be conceptualized as the “extent to which the latent construct
is reproducible from its own measured indicators” (Gagné & Hancock, 2006, p. 68). Coefficient H can be expressed for a latent factor
with k indicators and a standardized loadings, as follows:
ai2
i⫽1 共1 ⫺ a2兲
i
H⫽
k
ai2
1⫹ 兺
i⫽1 共1 ⫺ a2兲
i
k

兺

The standardized bifactor model, with all standardized loadings

appears in Figure 6. Given these estimated standardized loadings,
the general relational reasoning dimension exhibited a construct
reliability of H equal to .96. This very strong level of construct
reliability implies that latent relational reasoning ability is highly
reproducible. As discussed in terms of discrimination parameters,
to create reliable and interpretable general dimensions, the bifactor
model intentionally uses the general factor to account for the bulk
of the shared variance among all the items, and relegates the
specific factors to the residual covariance and dependency among
items. As such, the construct reliability of the specific factors
would be expected to be much lower than that of the general factor.
That is, the analogy-specific factor had a construct reliability of
H ⫽ .64; the anomaly-specific factor, H ⫽ .47; antinomy, H ⫽ .84;
and antithesis, H ⫽ .59.

Scoring
One of the principal goals of this MIRT calibration of the TORR
was to produce readily interpretable TORR scores for practical use
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Figure 6.

Bifactor model with standardized loadings.

in the educational context. Importantly, because the TORR was
calibrated and scored in this study based on a large representative
sample of our university’s population, scores produced coupled
with an easy-to-use conversion between simple summed scores
and MIRT scores can allow TORR scores to be highly meaningful
for educators and students even in single-subject scenarios. Toward that end, expected a posteriori (EAP) scores were produced
for the general relational reasoning factor for every participant.
Importantly, unique EAP scores exist for every discrete response
pattern (about 4.3 billion possible response patterns exist on a
32-item test like the TORR). However, in the educational context,
it is not feasible to expect practitioners to account for each of these
4.3 billion possible patterns by scoring the TORR using the bifactor MIRT model. Therefore, to support the interpretability of
TORR scores, these EAP scores were averaged over each response
pattern that yielded the same summed score. For example, the EAP
scores corresponding to all the response patterns that yield a total
score of 17 were averaged, and the same was done for each
summed score possible on the TORR (from 1⫺32). Because MIRT
models estimate abilities as continuous latent variables, EAP score
estimates are also available for scores lower than any present in
our dataset (i.e., ⬍5).
However, because many practitioners are unfamiliar with the
standardized EAP metric, EAP scores were linearly transformed,
allowing for placement on a more typically used scale. Specifically, EAP scores were multiplied by 15 and then added to 100 to
produce scores with a mean of 100 and standard deviation of
15—a basic IQ-type metric. This metric is well known to practitioners (Slavin, 2002), and was meant to aid their interpretation of

respondents’ TORR scores. TORR EAP scores placed on this
metric will be termed relational reasoning quotient (RRQ) scores
here. Table 6 holds a full listing of TORR summed scores, EAP
scores, and scaled RRQ scores. It should be noted that to facilitate
interpretation, RRQ scores were rounded to the nearest unit. Interestingly, these scores range from 69⫺135, illustrating that the
TORR can meaningfully measure the relational reasoning ability
of students 2 SD above or below the mean of the university
population.
Reliability of RRQ scores. While test information and construct reliability may serve as measures of the reliability of the
TORR in the MIRT context, those statistics assume that the TORR
will be scored using MIRT on every test administration, in order to
estimate a participant’s level of latent relational reasoning ability.
However, it is not reasonable to expect psychological and educational researchers and practitioners to use MIRT when administering the TORR to participants. Instead, RRQ score conversions
will likely be more typically used in the research and practical
contexts. For this reason, a measure of the reliability of RRQ
scores is necessary. For this purpose, the marginal reliability of the
summed scores, converted from response pattern scores, was calculated. In this case, marginal reliability is defined as 1 minus the
averaged error variance across the scores divided by prior variance
(Yang, Hansen, & Cai, 2012). This measure has been shown to
give an unbiased account of the reliability of test scores converted
from MIRT-based response patterns, in a familiar standardized
metric (Brown & Croudace, 2015). In this case, the marginal
reliability for the RRQ was .81. This value represents a slight
reduction from the CTT reliability coefficient (Cronbach’s alpha)
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Table 6
Summed Scores, EAP Scores, and RRQ Scores for the General
Relational Reasoning Dimension of the TORR
Summed score

EAP score

RRQ score

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32

⫺2.05
⫺1.97
⫺1.90
⫺1.82
⫺1.73
⫺1.63
⫺1.52
⫺1.40
⫺1.27
⫺1.14
⫺0.99
⫺0.85
⫺0.69
⫺0.55
⫺0.41
⫺0.26
0.01
0.14
0.27
0.39
0.52
0.65
0.77
0.91
1.05
1.19
1.35
1.52
1.71
1.92
2.15
2.40

69
70
71
73
76
77
79
81
83
85
87
90
91
94
96
98
100
102
104
106
108
110
112
114
116
118
120
123
126
129
132
135

Note. EAP ⫽ expected a posteriori; RRQ ⫽ relational reasoning quotient; TORR ⫽ Test of Relational Reasoning.

of .84. However, the CTT reliability coefficient is calculated based
on all of the variability in TORR scores, even variability contributable to other abilities besides relational reasoning. In contrast,
RRQ scores are focused on the variability in response patterns due
to the general relational reasoning dimension, and not to the
scale-specific abilities. Indeed, the smallness of the reduction
between Cronbach’s alpha and the marginal reliability of the RRQ
implies that the variability in response patterns on the TORR
attributable to general relational reasoning ability is being captured
reliably.
As explained, the bifactor model used to calibrate the TORR
produced the most reliable general dimension possible, while using
the specific dimensions to account for residual dependency among
items. The latent ability measured by a specific dimension represents the cause other than general relational reasoning that a
participant gets an item correct or incorrect. As such, scores on the
specific dimensions of the TORR can be hard to interpret, and
multiple interpretations are possible. Specific dimension scores
could signify a participant’s familiarity with the particular relation
(e.g., anomaly) being tapped by a given scale. It could also signify
a construct more test specific, such as a participant’s ability to
understand the directions of the scale, or visually manipulate the
particular array of figures used on a specific scale.
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Further, scores on the specific dimensions as produced by the
bifactor model are inherently relative, meaning that, for example,
a high score on the specific analogy factor does not directly imply
that the participant has high analogical reasoning ability, but rather
that he or she has relatively more analogical reasoning ability than
other forms of relational reasoning. In all likelihood, this relative
interpretation of specific ability scores would rarely if ever be of
interest in research and practice, where researchers are much more
likely to be interested in a participant’s directly interpretable
ability scores.
For the aforementioned reasons, interpretation of the scale
scores, given the bifactor calibration model, should only be done
with caution, and could be potentially confusing for researchers
and practitioners using the TORR. Therefore, scoring of the specific abilities within the bifactor model was not done in this
investigation. Instead, the individual calibration of each of the
TORR scales was undertaken to produce readily interpretable
results for those researchers interested in measuring participants’
ability on one of the forms of relational reasoning (e.g., analogy)
directly, without estimating general relational reasoning ability.
Full information on individual scale calibration, with accompanying fit statistics, item parameters, and characteristics curves, are
available in the supplemental materials.

Discussion
Although the TORR has already proven useful in the research
context (e.g., Dumas & Schmidt, 2015), this was the first investigation of the TORR using MIRT. As such, we focused on item
parameters and other MIRT-based measures of the functionality of
TORR scores. Moreover, potential uses for the newly calibrated
TORR given the MIRT-generated parameters of the test are of
high importance. To accommodate these dual foci (i.e., test functioning and usability), we first provide a general synopsis of the
functionality of TORR scores and then consider future uses for the
TORR given its observed functionality.

Functionality of the TORR
All test statistics presented provide information about the suitability of the TORR for assessing the relational reasoning ability of
participants from the population in which it was calibrated—
university undergraduate students. Overall, based on these results,
we conclude that the TORR is highly suited for assessing relational
reasoning ability in this population, especially for students slightly
above average in relational reasoning ability (i.e., 0.8 SD). This
general statement is supported by specific evidence. First, the CTT
statistics derived for each item of the TORR were within the
generally accepted ideal range (Wainer & Thissen, 2001) for
producing maximally variable and reliable scores among participants. Moreover, in terms of a CTT measure of reliability (i.e.,
Cronbach’s alpha), TORR scores exhibited strong reliability (.84).
Next, the best-fitting MIRT model (i.e., the bifactor model)
closely theoretically corresponded to the dimensionality of the
TORR as it was conceived in its development. Importantly, the
bifactor model allows for the calibration and scoring of the TORR
in terms of both general relational reasoning ability and specific
scale abilities. This capability of the TORR is unique among
measures of relational reasoning in the extant literature (Dumas et
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al., 2013) and highlights the usefulness of the TORR for measuring
a multidimensional construct of relational reasoning.
Also important, the particular parameters observed in this study
for each TORR item were encouraging in terms of the suitability
of the TORR for the population in which it was calibrated. Specifically, guessing parameters appeared to be meaningful but not
generally unduly different from the expected value of .25. Discrimination parameters were also all reasonably strong, especially
on the general dimension, suggesting that the TORR is effective at
separating those undergraduate students who have low relational
reasoning ability from those who have high relational reasoning
ability. Difficulty parameters also demonstrated that TORR items
require a range of ability levels, from relatively low to quite high,
in order to answer them correctly. Despite this large range, most
item difficulty parameters fell between ⫺1 and 1, implying that
most items were suitable for students within 1 SD above or below
the mean of undergraduate relational reasoning ability. These
difficulty and discrimination parameters led to the observation that
the TORR is also highly informative and therefore has a low
standard error of measurement, especially for participants approximately 0.8 SD above the mean in general relational reasoning
ability.
Finally, the latent general relational reasoning ability measured
by the TORR was highly reliable. With a construct reliability of
.96, we can reasonably expect this general dimension to be stable
across testing occasions and samples. Indeed, this construct reliability is extremely high (Hancock & Mueller, 2001). Therefore,
based on the evidence presented the Results section and briefly
summarized here, the TORR may be considered a wellfunctioning, reliable measure of multidimensional relational reasoning ability for older adolescents and adults, and could be
fruitfully used in various research and practical contexts.

Potential Uses of the TORR
The research context. In many cases, the conclusions drawn
from educational and psychological research are only as good as
the measures used. For this reason, researchers must carefully
choose measures based on test parameters as well as reliability and
validity evidence. Of course, researchers who work in educational
or psychological laboratories cannot feasibly investigate the dimensionality, item parameters, and reliability of each measure in
each study they run, but must instead rely on parameters like the
ones produced in this study when deciding on measures to use.
Therefore, one major goal of this MIRT calibration of the TORR
was to produce all necessary parameters to inform researchers who
may be looking for a measure of relational reasoning appropriate
for use with undergraduate students.
It should be noted that undergraduate students are the most
commonly used participants in research on relational reasoning
(e.g., Chen et al., 2007), and therefore a measure appropriate for
older adolescent and adult populations may have the most potential
to impact this field. Also, it has been observed in the field that
undergraduate students’ average scores on many often used measures of relational reasoning (e.g., RPM) have been rising (Flynn,
2013) and, as a result, ceiling effects are more likely with these
measures. As evidenced by study results, a ceiling effect on TORR
scores gathered from older adolescent and adult populations is
extremely unlikely.

Importantly, much of the existing scholarly literature pertaining
to relational reasoning requires the measurement of relational
reasoning in the laboratory setting, where a relatively small number of participants are assessed (e.g., Birney & Halford, 2002).
Through use of the RRQ metric derived in this study, scaled from
EAP scores produced in a large representative sample, normative
judgments may be possible even in research where a small sample
size is used. Indeed, meaningful evaluation of even a singlesubject should be possible based on the parameters and scaled EAP
scores (RRQ) we have presented.
Moreover, because we have provided parameters for every item
on the TORR, researchers who are only able to use a limited
number of items (e.g., in the neuroscientific context) will be able
to choose the appropriate items for their research based on those
items’ unique parameters. Also, in educational research, rigorously
designed instructional interventions to improve the cognitive abilities of students are considered the gold standard. However, a fully
calibrated and standardized measure of the multidimensional construct of relational reasoning appropriate for older adolescents and
adults has been missing from the literature. Without a reliable
measure, gains associated with intervention research are impossible to measure and interpret. Therefore, the TORR may allow a
meaningful intervention on relational reasoning ability to take
place and be evaluated.
Educational practice. As instructors and institutions become
more aware of the importance of higher order cognitive abilities
like relational reasoning to the academic success, assessment of
such abilities will become more common in the educational context (Richland & Simms, 2015). Therefore, besides being appropriate and useful in the research context, the TORR may also be
meaningfully used by educational practitioners. For this reason,
the TORR was calibrated in a large representative sample of
undergraduate students.
However, the usefulness of a test in the educational context is
typically not only driven by its calibration population, but also by
the ease of interpretability of test scores. This is because, without
being readily able to interpret scores on a given test, practitioners
are unlikely to use it. So, to facilitate the TORR’s usefulness and
interpretability in the educational context, the RRQ metric was
derived and presented. Therefore, educational practitioners interested in assessing and evaluating relational reasoning ability can
meaningfully apply the RRQ metric to understand respondents’
ability relative to the calibration sample. Further, if a profile of
specific abilities is of interest to educators, then the specific scaled
scores can also be interpreted (see the supplemental materials for
score conversions). The TORR could also feasibly be used to
identify individuals well suited for particular educational programs
or tracts, although decisions like these should only be made in light
of rigorous predictive validity evidence in the specific domain in
which the decision is being made. While the TORR has been found
to predict standardized test scores such as the SAT (Alexander et
al., 2016) and engineering design innovation (Dumas & Schmidt,
2015), many predictive studies are still in the future. However,
because the TORR is now fully calibrated and standardized, these
predictive studies are likely to unfold rapidly and be based on the
most reliable possible measurements.
As the evidence for the relevance of relational reasoning to the
educational context grows (e.g., DeWolf, Bassok, & Holyoak,
2015; Richland & Simms, 2015), the importance of this higher
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order cognitive ability should not be ignored by researchers or
practitioners. Based on the extant research (Dumas et al., 2013),
we believe a goal of education should be to support the reasoning
ability of all students within their major domain of study. However, it is impossible to accomplish such a lofty goal without a rich
body of research pertaining to relational reasoning. To create this
body of work, researchers and practitioners need reliable, fully
calibrated measures of relational reasoning ability. Given the results of this investigation, the TORR is ready to fill this role in
research and practice.
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